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Non-linear principal components analysis using genetic programming

H.G. Hiden, M.J. Willis*, M.T. Tham, G.A. Montague

Advanced Process Control Group, Department of Chemical & Process Engineering, University of Newcastle upon Tyne, NE1 7RU, UK

Received 18 March 1997; revised 27 April 1998; accepted 27 April 1998

Abstract

Principal components analysis (PCA) is a standard statistical technique, which is frequently employed in the analysis of large highly
correlated data sets. As it stands, PCA is a linear technique which can limit its relevance to the non-linear systems frequently
encountered in the chemical process industries. Several attempts to extend linear PCA to cover non-linear data sets have been made,
and will be briefly reviewed in this paper. We propose a symbolically oriented technique for non-linear PCA, which is based on the
genetic programming (GP) paradigm. Its applicability will be demonstrated using two simple non-linear systems and data collected
from an industrial distillation column. ( 1999 Elsevier Science Ltd. All rights reserved.
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1. Introduction

Techniques for analysing complex data sets with
a large number of measured variables fall within the
realm of multivariate statistics. There are a number of
approaches which have direct relevance to the chemical
process industry; Factor Analysis, Clustering techniques,
Discriminant Analysis and PCA to name a few. Of all
these techniques, it is PCA, which has seen the most
extensive use. PCA is one of the oldest and most
documented multivariate statistical techniques — it was
first described by Karl Pearson in 1901. PCA has been
put to particularly productive use in the analysis of the
large, highly correlated data sets which are typical of
most process data collection exercises. MacGregor et al.
(1991) used PCA to detect and diagnose faults in a low-
density polyethylene reactor, and also for monitoring
a batch reaction (MacGregor et al., 1994); Wise and
Gallagher (1996) used PCA to detect and diagnose sensor
faults within a Ceramic Melter, that was employed to
convert nuclear waste into a stable borosilicate glass;
Geladi et al. (1989) have published results whereby PCA
is used to perform pattern recognition and classification
of satellite images. Despite the successful application of
PCA to a number of problems, the technique does have
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a fundamental problem as far as its application to pro-
cess data is concerned: chemical plants are typically non-
linear (for example, exponential reaction rate terms, com-
plex non-ideal vapour—liquid equilibria and non-linear
pump performance), whereas PCA makes the assumption
of process linearity. While this assumption may be valid
in some process operating circumstances, it can be an
over simplification in many cases. This has led to a num-
ber of researchers proposing modifications to linear PCA
which render it more suitable to the type of non-linear
data frequently collected from chemical plants.

One of the first approaches was to use an auto-asso-
ciative neural network, trained using backpropagation
(Kramer, 1991), where the network inputs are reproduced
at the output layer. The networks used contained
a ‘‘bottleneck’’ layer (i.e. a layer containing fewer nodes
than the output layer). The effect of this bottleneck layer
is to force the network to develop a compact representa-
tion of the input data. The structure of the neural net-
work based non-linear PCA, proposed by Kramer, is
illustrated in Fig. 1 (subsequent discussions will show it
to have a similar structure to the algorithm described in
this contribution). Results were presented by Kramer
(1991) for a simulated batch reactor in which four first-
order reactions were occurring simultaneously, and the
successful identification of a number of faults was dem-
onstrated.

Dong and McAvoy (1994) integrated principal curves,
which were described by Hastie and Stuetzle (1989), with
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Fig. 1. Layout of NLPCA (Kramer, 1991).

a neural network to produce a non-linear PCA algo-
rithm. A principal curve is a smooth one-dimensional
curve that passes through a data set such that the perpen-
dicular distances from the measured points to the curve is
minimised. Dong and McAvoy used a neural network to
model the principal curves within their non-linear PCA
algorithm and presented results for the same simple
problem considered by Kramer with similar results. The
technique was also applied to the Tennessee Eastman
problem (Downs and Vogel, 1993), where it was success-
fully used to detect the drift of the process from one
operating region to another.

Instead of utilising an artificial neural network, in this
contribution, a novel approach will be described, where-
by the non-linearities within the system are explicitly
represented in a functional form, the nature of which is
optimised using an evolutionary procedure.

In the following sections of this paper, linear PCA and
the modifications necessary for a non-linear algorithm
will be described. After the introduction of the funda-
mental elements of the algorithm, the technique of GP
will be presented in the context of this application. Fi-
nally, the non-linear PCA algorithm will be used to
analyse two simulated systems to verify its operation
before it’s application to real industrial data.

2. Principal component analysis

Consider an example where there are m observations
of n variables. These data are available as a matrix, X,

containing m standardised measurements (scaled by sub-
tracting mean and dividing by standard deviation) of the
n input variables. PCA then generates an m]n scores
matrix, P, containing the orthogonal principal compo-
nents P"Mp

1
, p

2
,2, p

n
N, and an n]n loadings

matrix, V:

P"XV. (1)

In order to calculate the loadings and scores matrices for
an n-dimensional data set, the X data are decomposed as
follows:

X"RR1@2VT, (2)

where R is an m]m matrix of eigenvectors of XXT, VT is
an n]n matrix of eigenvectors of XTX (the data correla-
tion matrix), and the elements of the diagonal matrix R1@2

are the positive square roots of the eigenvalues, j
i

(i"1,2, n) of XTX. Because the loadings are defined as
the eigenvectors of the data correlation matrix (Manly,
1986), this step gives V directly. This decomposition is
known as singular value decomposition (SVD) see, for
example Press et al. (1993).

Thus, for an m]n matrix there will the n principal
components. The ith principal component being
a weighted sum of the standardized variables, where the
weights are defined by the elements of the ith eigenvector,
v
i
, of XTX:

p
i
"Xv

i
, (i"1,2, n). (3)
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In addition, the variance of p
i
is given by

var(p
i
)"j

i
, (4)

i.e. the corresponding eigenvalue, j
i
, of the data correla-

tion matrix, XTX. In SVD, these eigenvalues are usually
arranged in descending order, so the first principal com-
ponent, corresponding to the largest eigenvalue, will ex-
plain most of the variation in the data set. The second
principal component explains the cause of the next high-
est level of variation, and so on. By discarding those
principal components which do not contribute signifi-
cantly to overall variation, the dimensionality of the
problem is correspondingly reduced (from n to z compo-
nents, say).

In discarding those principal components that explain
small amounts of variation, some information will be lost
from the original data. To assess the degree of informa-
tion loss caused by mapping the data from dimension ‘n’
to dimension ‘z’ (z(n), the scaled process data matrix, X,
may be reconstructed. Denoting Xª as the m]n recon-
structed measurement matrix, based upon the first z prin-
cipal components, basic matrix manipulation reveals:

Xª "P
z
VT

z
, (5)

where P
z
is the reduced scores matrix (size m]z) contain-

ing the number of principal components required to
represent a given proportion of the variation within the
data, and V

z
the corresponding reduced loading matrix

(size n]z).
This reconstruction may then be compared with the

original scaled measured data, X, and a reconstruction
error calculated.

3. The GP-based non-linear principal components
analysis algorithm

From its description in Section 2, it is apparent that
PCA is a technique that takes no account of the charac-
teristics of the data contained within X. However, if it is
suspected that the data set is non-linear, a common
procedure within the field of statistics is to attempt to
‘‘linearise’’ the data set using suitable transformations
prior to analysis. This approach has the advantage that it
retains the simplicity of the underlying PCA algorithm,
whilst gaining the ability to cope with non-linear data.
Unfortunately, although a manual trial and error ap-
proach to the determination of these linearising functions
may be possible, such a technique becomes intractable in
all but the most trivial situations. However, setting this
concern aside for a short while, in order to follow this
approach to non-linear PCA, one would need a set of
such transformations to linearise a non-linear data set:

X
L
"G(X), (6)

where G is a vector comprising n individual functions:

G"Mg
1
(X), g

2
(X),2, g

n
(X)N. (7)

The objective of these data mapping is to compensate for
any non-linearities within X, thereby linearising the data
prior to the implementation of standard linear PCA.
Provided a suitable set of data transformations can be
selected, this will produce a non-linear variant of PCA.
Assuming that it is possible to automatically generate the
vector function comprising n individual mathematical
expressions, in order to verify their validity, it must be
possible to reconstruct the original data, as in standard
PCA.

As described in Section 2, reconstruction of the trans-
formed data set, X

L
, is straightforward. Using matrix X

L
instead of X in Eq. (2) the principal components of X

L
are

the columns of the matrix P
L
:

P
L
"X

L
V

L
. (8)

Again, using a reduced number of non-linear compo-
nents, z, (z(n) and denoting Xª

L
(m]n) as the recon-

structed measurement matrix we obtain

Xª
L
"P

zL
VT

zL
, (9)

where P
zL

(m]z) is the reduced scores matrix and, sim-
ilarly, V

zL
(n]z) is the corresponding reduced loadings

matrix. To obtain an estimate of the original data, Xª
L

must be operated on by the inverse of the non-linear
functions contained within G:

Xª "G~1(Xª
L
) . (10)

Provided an appropriate G can be found, and G~1 exists,
reconstruction of the original data based upon the non-
linear principal components will be possible. Thus, the
key feature of the proposed non-linear PCA algorithm is
the ability to generate not only the non-linear vector
function, G, but also to determine its inverse, G~1 for the
purpose of data reconstruction.

3.1. Inversion of the linearising vector function, G

The task of finding a set of functions G"

Mg
1
, g

2
,2, g

n
N that fulfil a certain objective, will be per-

formed using the GP algorithm described in Section 4 of
this contribution. As a consequence of using explicit
(symbolic) representations for G, the functions contained
within must be symbolically inverted to give G~1. As
G has dimension n, inversion involves automatically
solving n simultaneous equations for n unknown vari-
ables during the operation of the GP algorithm.

N.B. The algorithm is constrained to ensure that all
the original variables are present within the functional
groups G during the initial population generation phase
of the algorithm. If this were not the case, then an
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artificial reduction in problem dimensionality would oc-
cur and the inversion of G to obtain G~1 would be
impossible.

The functional groups are inverted using a successive
substitution technique, and the MAPLE symbolic
mathematics toolbox within the MATLAB environment.
The flowchart for this procedure is illustrated in Fig. 2.
The inversion of the function vector, G, relies on the
presence of one or more ‘‘pivotal’’ functions within G.
A ‘‘pivotal’’ function can be inverted without reference to
any of the other functions in G. The solution to a pivotal
function may be substituted into other expressions within
G to allow further solutions to be obtained. For example,
consider the following vector of functions:

X
L
"G(X)"[g

1
(X) ; g

2
(X) ; g

3
(X)]

"[exp(x
1
) ; x

2
#x

1
; x

3
/x

2
].

The first function, g
1
(X)"exp(x

1
) is a pivotal function

and can be inverted immediately. Successive substitution
then yields

Xª "G~1(Xª
L
)"[log(g

1
(XK

L
)); log(g

1
(XK

L
))

!g
2
(XK

L
) ; g

3
(XK

L
)](log(g

1
(Xª

L
))!g

2
(Xª

L
))].

In practice, most of the function vectors generated by the
GP algorithm have at least one pivotal point, which
allows the majority to be inverted, providing each vari-
able (x

1
, x

2
,2,x

n
) is present within the vector, G. Whilst

the presence of a pivotal function and the constraint that
all variables are present during initial population genera-
tion is not sufficient to guarantee that all the population
members can be successfully inverted, it does nevertheless
give the solution procedure a good chance of success
(around 70—80% of the potential solutions can be in-
verted in a typical run of the algorithm). In cases where
G cannot be inverted using this technique, population
members containing function vectors that cannot be sol-
ved are assigned a fitness of zero and are therefore dis-
carded during the evolutionary process. The stages in this
inversion process are shown in Fig. 2.

The structure of our non-linear PCA algorithm is
shown in Fig. 3. It will be noted that the structure re-
sembles closely that proposed in Kramer (1991). How-
ever, the use of the symbolic data transforms and their
exact inverses means that the reconstruction of the data
is based upon an exact ‘‘mirror’’ of the PCA process and
not upon a neural network approximation.

4. Genetic programming

GP (Koza, 1992) is an extension of the more familiar
genetic algorithm (Holland, 1975; Goldberg, 1986) which,
instead of performing its search within a numerical solu-

tion space, searches within a topological space. This
allows it to generate structures and mathematical expres-
sions which can be directly executed. The GP metho-
dology has been applied extensively to problems in
computer science, including: searching large databases
of images with no pre-defined indexes (Teller and Veloso,
1995) and game playing (Ferrer and Martin, 1995). It has
been used in the dentification and analysis of chaotic
systems (Oakley, 1995; Howard and Oakley, 1995), func-
tion approximation (Iba et al., 1993), in the design of
signal processing algorithms (Sharman and Esparcia-Al-
cazar, 1993) and in control systems analysis within the
automotive industry (Hampo, 1992). Applications to
chemical processing systems have included the genera-
tion of non-linear dynamic models of batch and fed-
batch fermentations (Bettenhausen and Marenbach,
1996), the identification of complex fluid flow patterns
(Watson and Parmee, 1996) and the identification of
multiple steady states in chemical reactors (Lay, 1994). In
our work to date, we have used the GP methodology to
generate steady-state models of chemical process systems
and identify relevant variables using input—output data
(McKay et al., 1996a, b, 1997).

GP works on a population of individuals, each of
which represents a potential solution. After initialisation,
the algorithm iterates through a sequence of operations
until a solution (or termination criterion) has been reach-
ed. A flow diagram of this process is shown in Fig. 4.
Although GP is a well-documented technique (Koza,
1992), in our current application it is being used to
simultaneously evolve a number of distinct mapping
functions, and hence some modifications to the standard
algorithm are necessary, which are explained below:

4.1. Population initialisation

Before the first iteration (generation), a radom popula-
tion of 50—100 individuals is generated. In most GP
applications, this population consists of a group of indi-
viduals, each comprising a single mathematical expres-
sion coded to conform to a tree structure. Since the
non-linear PCA algorithm requires the determination
of a number of mapping functions, G"

[g
1
(X), g

2
(X),2, g

n
(X)], each population member must

contain n distinct expressions. For example, a typical
population member, containing three functions could
have the structure:

G(X)"[g
1
(X) ; g

2
(X) ; g

3
(X)]"[exp(x

1
)/x

2
;

exp((x
1
/x

2
)#x

4
), exp(x

4
)#x

3
]. (11)

Each population member is generated randomly, subject
to the constraint that each measured variable,
x
1
, x

2
,2,x

n
, must be present at least once within each

vector of functions, G. This condition is a requirement of
the symbolic inversion process.
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Fig. 2. Symbolic inversion process.
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Fig. 3. GP-based non-linear PCA algorithm.

4.2. Calculation of fitness

After generating the initial random population, the
fitness of each individual is determined. Fitness is a nu-
meric measure based on the appropriateness of each
member of the population as a solution, and it is used as
the basis for selecting members of the population for
reproduction. In deciding upon a fitness function, it is
useful to reconsider the objectives of our algorithm. The
aim of the non-linear PCA algorithm presented in this
contribution is to maximise the amount of information
within the original data matrix, X, which can be captured
using a given number of non-linear components. There-
fore, once the number of components to use has been
specified, the objective of the GP algorithm is to mini-
mise error associated with the reconstruction of X. Be-
cause the GP algorithm typically operates using a fitness
measure which approaches 1.0 as the solutions improve,
the following fitness measure will be used:

F"

1

1#RMS
(12)

where F is the fitness of population member, RMS is the
sum of the root mean squared reconstruction error for
each variable, and m is the number of measurements in
the reconstructed data set.

4.3. Selection

Based on their fitness values, members of the population
are then selected for reproduction via the genetic operators:
direct reproduction, mutation and crossover. A number of
selection methods have been suggested in the literature.
These include linear, tournament, and fitness proportionate
selection. Michalewicz (1992) presents a thorough dis-
cussion of the methods. In this paper, fitness proportion-
ate selection was used as it has proved successful in our
earlier application studies (McKay et al., 1996a, b, 1997).

4.4. Genetic operators

Having selected candidate members of the population,
direct reproduction, crossover and mutation are applied

with probabilities of (1!p
#
!p

.
) . p

#
and p

.
, respecti-

vely.
Direct reproduction: The direct reproduction operator

simply copies a member, selected according to its fitness,
from the parent population to the next generation.

Crossover: The genetic operation of crossover takes
two members of the population and combines them to
create new offspring. During crossover, two operations
can occur with equal probability:
f Complete expressions, g

i
(X), (where i is selected at

random) are transferred between parents (a analogous
procedure to crossover in standard GAs)

f A randomly selected sub-tree (fragment) from one ex-
pression g

i
(X ) is interchanged with another sub-tree

selected at random from expression, g
j
(X), (where i and

j are also randomly selected). This is typical of the
crossover operator in the standard GP algorithm.

The two procedures are referred to as high- and low-level
crossover, respectively, and operate with a probability of
P
)*')

and (1!P
)*')

). In order to clarify the mechanism of
the two crossover operators, consider the following
example, where two parent expressions are given by

Parent 1: [exp(x
1
)/x

2
; exp((x

1
/x

2
)#x

4
) ; exp(x

4
)#x

3
],

Parent 2: [x
1
/x

2
; (1/x

3
)#log(x

4
) ; x

1
/x

4
].

In this case, there are three functional expressions being
evolved simultaneously. With high level, crossover com-
plete expressions are transferred between parents yield-
ing, for example

Child 1: [x
1
/x

2
; exp((x

1
/x

2
)#x

4
) ; exp(x

4
)#x

3
],

Child 2: [exp(x
1
)/x

2
; (1/x

3
)#log(x

4
) ; x

1
/x

4
].

Here, the first expression in each parent has been
exchanged. This provides an opportunity for good ex-
pressions to be transferred between members of the
population. With low level crossover, the two new groups
may be:

Child 1: [exp((x
1
)/x

2
; exp(x

1
/x

2
)#x

2
); exp(x

4
)#(1/x

3
)],

Child 2: [x
1
/x

2
; x

3
#log(x

4
) ; x

1
/x

4
],

where x
3

in expression 3 of parent 1 has been exchanged
with variable (1/x

3
) in expression 2 of parent 2. Thus,

low-level crossover produces offspring that are different
from the two parent expressions. Nevertheless, they are
created entirely from the genetic material of their parents.
Intuitively, if a parent represents a reasonable solution to
the problem, then it might also be expected to contain
sub-trees with information relevant to an acceptable
solution. By recombining relevant sub-trees, new expres-
sions may be produced that provide fitter solutions.

Mutation: The operation of mutation creates a new
individual by randomly altering a single function with
a member of the population. That is, it consists of ran-
domly changing a functional, input or constant in one of
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Fig. 4. Flow diagram of the GP algorithm.

the mathematical expressions making up the present
population (further details can be found in Koza, 1992;
McKay et al., 1996a, b; 1997).

4.5. Constructing the new population

After the application of genetic operators has created
a new population of individuals, a decision must be made
as to which members of the old population should ‘‘die’’

to make room for the newly created members. Several
methods may be adopted. The simplest is to replace the
entire old population, giving a complete turnover for
every cycle of the algorithm. However, it is generally
expedient to retain the fittest members of the old popula-
tion in order to ensure the survival of structures that
perform well (in other words, adopt an elitist strategy).
Thus, a proportion P

0-$
of the original population

(separate from those individuals retained by direct
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reproduction) is preserved, leaving P
'!1

"(1!P
0-$

) as
‘‘generation gap’’ (the proportion to be replaced with new
individuals).

Thus, during evolution, the genetic operators are ap-
plied to members of the population to generate a set of
non-linear functions, G. Using these functions, the cor-
responding inverse functions, G~1, are obtained via the
symbolic inversion of G. The algorithm iterates until
a satisfactory solution (i.e. one which meets some pre-
specified performance criterion) has been obtained, or
a pre-specified number of generations has been exceeded
(Fig. 4). In this application, the algorithm was stopped
after a fixed number of iterations.

5. Application results

To assess the performance of the proposed non-linear
PCA algorithm, it was applied to a number of systems.
The first two use data obtained from artificial systems.
The purpose of these examples is to demonstrate that,
given the correct number of components, the non-linear
algorithm can actually capture the correct amount of
variation within the original data set. The third example
uses data collected from an actual chemical process.

5.1. Implementation aspects

The application of a GP algorithm requires that
a number of parameters be set by the user beforehand.
These values, shown in Table 1, are those recommended
for this form of GP algorithm by Hiden (1998). In
Table 1, the symbol R in the terminal set is used to
denote the presence of ‘‘ephemeral random constants’’
(Koza, 1992) within the functional set. During the initial
generation of population members, when R is encoun-
tered it is replaced with a randomly generated constant
value. The presence of such constants allows the GP
algorithm to generate expressions requiring the presence
of numerical values.

In addition, and in common with linear PCA, scaled
data (described in Section 2) are used throughout the
examples presented in the following sections.

Table 1
GP-based non-linear PCA algorithm parameters

Parameter Value

Population size 60
Crossover probability, P

#
0.6

Probability of high level crossover, P
)*')

0.5
Mutation probability, P

.
0.2

Direct reproduction probability 0.2
Number of generations 100
Functional set #,!,/,*, log exp sqrtR

5.2. Example 1

Here GP-based non-linear PCA was applied to the
same example as that used by Kramer (1991) and Dong
and McAvoy (1994). That is, the following simple non-
linear system consisting of two measured variables, x

1
and x

2
, and one underlying dimension, t:

x
1
"sin(t)#e

1
(13)

x
2
"cos(t)#e

2
. (14)

In Eqs. (13) and (14), t is a vector of 100 values, distrib-
uted randomly in the range [0, n], while e

1
and e

2
repres-

ent independent random noise vectors contributing a
degree of uncertainty to the measurements. Because there
is only one underlying dimension, only one non-linear
component should be necessary to describe data set. In
this case, due to the noise level (1% on each of the two
variables), the aim was to capture 98% of the variation
within the original data. The results obtained using our
algorithm are in agreement with these earlier applica-
tions (Kramer, 1991; Dong and McAvoy, 1994), with one
linear principal component accounting for only 80% of
the variation within the measured data, and one non-
linear component capturing 98%. This result is shown in
Fig. 5, and the mathematical functions generated by the
algorithm and their corresponding inverses are shown in
Table 2.

The application of the GP based non-linear PCA algo-
rithm to this system has produced two important results:
f Because 98% of the variation within the original data

set was captured using only one non-linear component,

Fig. 5. Reconstruction of x
1
and x

2
using non-linear PCA (Example 1).
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Fig. 6. Reconstruction of data from example 2.

Table 2
G and G~1 for example 1

Function vector, G Inverse function vector, G~1

g
1
(X)"exp(exp(x

2
)) x

1
"g

2
(X)#log(log(log

(g
1
(X)))*g

1
(X)

g
2
(X)"log(exp(x

1
/exp(exp(x

2
)))/x

2
) x

2
"log(log(g

1
(X))))

the number of underlying dimensions within the system
(i.e. one) was correctly identified.

f The non-linear reconstruction of the original data with
one non-linear component is significantly better than

the corresponding linear reconstruction based on one
component (RMS

-*/%!3
"0.3589, RMS

/0/--*/%!3
"0.0433).

5.3. Example 2

The second system considered is also an artificial non-
linear system, but with a higher dimensionality and more
complex non-linearities (Table 3). Within this system,
there are three underlying dimensions, represented by
d
1
, d

2
, d

3
, which are (200]1) vectors of random

inputs, in the range [0, 5]. X"[x
1
, x

2
,2, x

7
] are

the outputs from this system which constitute the mea-
sured variables operated upon by the non-linear PCA
algorithm.
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Fig. 7. Industrial distillation column used in example 3.

Table 3
Non-linear functions in example system 2

x
1
"

d
1

d
2

x
2
"ed

1 x
3
"d

3

d
1

d
2

x
4
"

d
2

d
3

x
5
"ln(d

1
) ln(d

2
)

x
6
"d

3
d
1

x
7
"d

1
d
2
d
3

Table 4
G and G~1 for example 2

Function vector, G Inverse function vector, G~1

g
1
(X)"x

1
#exp(x

7
) x

1
"!exp(g

2
(X ))#g

1
(X)

g
2
(X)"x

7
x
2
"log(g

5
(X ))

g
3
(X)"x

5
#exp(x

7
#x

7
) x

3
"log(g

4
(X ))

g
4
(X)"exp(x

3
) x

4
"g

7
(X)

g
5
(X)"exp(x

2
) x

5
"!exp(2 g

2
(X ))#g

3
(X)

g
6
(X)"x

7
exp(exp(x

3
)) x

6
"!g

2
(X) exp(g

4
(X ))

#x
7
exp(x

7
)#x

6
!g

2
(X) exp(g

2
(X ))#g

6
(X)

g
7
(X)"x

4
x
7
"g

2
(X)

Given that no noise was present in this example, suc-
cessful solutions were considered to be those capturing as
close a possible to 100% of the variation within the
original data set. By specifying three components for the
algorithm operation (the true underlying dimension of

the system), linear PCA reconstructed the original data
with an RMS error of 5.5701 (describing 84.94% of the
variation within the original data set), whereas the non-
linear reconstruction (Fig. 6) gave an RMS error of
2.1086 (describing 95.21% of the variation within the
original data set), a 264% improvement in reconstruction
error. Fig. 6 also presents plots of cumulative absolute
reconstruction error for each measured variable !+abs
(c!x̂ ) . The mathematical functions generated by the
non-linear PCA algorithm and the corresponding inverse
expressions are shown in Table 4. These functions do not
appear to bear any relationship to those used to generate
the data. It appears that the GP has generated a set of
approximations to linearise the data. Given the number
of possible functions that could have been generated, this
result is perhaps not too surprising.

5.4. Example 3

The third example studied in this paper is based upon
data gathered from an industrial distillation column
(Fig. 7). The system is suspected to be non-linear in
nature, and the overall objective is to generate a non-
linear inferential estimation algorithm for the column. As
a first step towards meeting this aim, the non-linear PCA
algorithm may be applied to the data. This has two
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Fig. 8. Reconstruction of data from example 3.

advantages: firstly, it gives a ‘‘feel’’ of the underlying
dimensionality of the system; secondly, it provides the
basis for the generation of a model using Principal Com-
ponents Regression (PCR). A data set consisting of 626
samples of the following measurements was operated on
by the GP based non-linear PCA algorithm:
f Column operating pressure (bar).
f Feed flowrate (kg/min).
f Condenser cooling water temperature (°C).
f Vapour flowrate (m3/h).
f Reboiler stream flowrate (kg/min).

f Temperature on the top plate (°C).
f Temperature on the feed plate (°C).
f Flowrate of bottom product (kg/min).
f Energy supplied to the reboiler (MW).

Because the ‘‘true’’ dimensionality of this system is
unknown, the application of the GP-based non-linear
PCA algorithm to this problem is complicated by the fact
that the correct number of non-linear components to
specify prior to use of the algorithm cannot be readily
determined. Therefore, in order to demonstrate the ap-
plicability of the algorithm three non-linear components
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Table 5
G and G~1 for example 3

Function vector, G Inverse function vector, G~1
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were used. This choice is also significant because it is the
maximum number of components that can be simply
presented on a single plot — useful if the results are to be
used by process operating personnel for fault detection
purposes. Whilst this approach does nothing to identify
the ‘‘correct’’ number of non-linear components to use, it
does allow a rudimentary comparison of the GP-based
non-linear and standard linear PCA algorithms.

The application of the GP-based non-linear PCA algo-
rithm to this distillation column produced the functional
expressions and corresponding inverses shown in
Table 5. Using three linear principal components, the
RMS reconstruction error was 0.0512, whereas the three
non-linear components this figure decreased to 0.0445.
The reconstruction of the measured data using the GP
based non-linear algorithm is shown in Fig. 8, which also
shows cumulative plots of absolute reconstruction error
for each variable. Using three linear principal compo-
nents, 85% of the variance in the original data could be
caputred, whereas 91% could be captured using three
non-linear components.

6. Concluding remarks

This contribution has detailed the development and
application of a novel non-linear PCA algorithm, which
has been shown to have a similar structure to the non-
linear PCA algorithm proposed by Kramer (1991). The
GP-based non-linear PCA algorithm, however, would
appear to be a more natural extension of linear PCA: the
underlying structure is linear with the non-linear charac-
teristics within a data set being compensated for by
suitable data transformations. The results presented in
this paper have demonstrated the applicability of the
GP-based non-linear PCA algorithm to a number of
non-linear systems, both simulated and actual.

In order to use the proposed GP-based non-linear
PCA algorithm described in this contribution, it is neces-

sary to specify in advance the number of non-linear
components to retain during the algorithm’s operation.
This is analogous to the selection of the number of
bottleneck neurons to use in the non-linear PCA algo-
rithm described by Kramer (1991) and illustrated in
Fig. 1. Because of this necessity, the transformations de-
veloped by the GP algorithm will only be valid for this
number of components. This is in contrast to the linear
case where, after calculation of the loadings, components
can be added and removed in order to capture the de-
sired variance.

Whilst the chosen functional set appears capable of
representing non-linear systems, the form of some of the
solutions leads one to believe that the algorithm may
benefit from a different choice of function primitives.
The presence of transformations such as: g

1
(X)"

exp(exp(x
2
)) in Table 2 could cause robustness problems

in the presence of novel data. It is possible that an
alternative choice of functional set, such as ratios of finite
polynomials, may generate more robust solutions. This is
the subject of current investigations.

The generation of non-linear components, however, is
the first stage in the development of a non-linear multi-
variate condition monitoring scheme. Further work will
focus on the areas of non-linear fault detection and diag-
nosis through the use of scores and contribution plots
(McGregor et al., 1991). Much effort has also been exp-
ended to extend multivariate statistical methods to cover
batch processing operations via the ‘‘unfolding’’ of data
matrices (McGregor et al., 1994). As batch chemical pro-
cesses are inherently non-linear in nature, the use of the
GP-based non-linear PCA algorithm could be of signifi-
cant benefit to this field. Moreover, it has not escaped our
notice that even continuous processes have dynamics
associated with their measurements. The generation of
functional groups that contain dynamic characteristics
may compensate for their effects in an optimal fashion.
This is also the subject of current work.
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